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Overview of This Talk

* Part I: Why do Transformers need Adam?
» We explain it from Hessian perspective
« Provide a new algorithm Adam-mini

* Partll: On the special structure of Hessian of NNs (Preprint)
* Empirical observations in Part I: Hessian of NNs exhibit near-block-diagonal structure
* We provide the first theory on when and why the special Hessian structure occurs
* Math tools: Random Matrix Theory

Total Pages: 78
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Background

 Adam is the most popular algorithm in deep learning (DL).
(210k citations, by April 2025)

optimizer = optim.Adam(net.parameters(), 1lr=args.lr, betas=(args.betal, args.beta2), eps=1e—GSJ
weight_decay=args.weightdecay, amsgrad=False)

 Adam is the most cited optimization algorithm
(2nd most cited is AdaGrad: 15k citations, Adam is 10 x more than

AdaGrad)
 Adam just won ICLR 2025 Test of Time Award

* Empirical fact: Adam is (almost) the only choice for training LLMs
(exception: Muon is gaining growing interest very recently)

Total Pages: 78



H= BrExEzxxAdammM TN HEEREZ

-

2017 £F: Berkeleyff 53 &5 2019 £EICLR outstanding paper:
Adam Z LM BEARTF MIT&Google iff ;3 &: Adam I

The marginal value of adaptive gradient On the convergence of adam and beyond

methods in machine learning SJ Reddi, S Kale, S Kumar - arXiv preprint
., M Stern, N Srebro, B Recht - Advances in neural ... arXiv:1904.09237, 2019 - arxiv.org

proceedings.neurips.cc

(B LIRS R A MIES Adam — R A AT SE.

< ERbS

20225F: FAIERR 7 Adam £ RIFIESHIE X T2 B! g mem

@dpkingma

“Adam can converge without any modification on

* Theorem 1: Consider the previous setting. R
= iv. b :
When , =1 -0 ( Bl) and 1 < /B2 < 1, Adam with stepsize 1 = \/ converges to the anvorelebs/2208.09652
. n3 k Proves that (vanilla) Adam is theoretically justified
neighborhood of stationary points: without any modification. Presented at NeurlPS'22.
10g T A
mln ]Ell Vf(xk) ||2 + (1 e BZ)DO . arxiv.org
ke[LT] \a- B2)*NT SN | et
of Adam, many new variants have been des g d b ain ...
Shi, Li, Hong, & Sun, RMSprop converges with proper hyper-parameter. ICLR 2021 spotlight. —
Zhang, Chen, Shi, Sun*, & Luo, Adam can converge without any modification on update rules. NeurlPS 2022
SpOﬂIght 79 it 35IAMX 406 EXRE

Total page: 58



Test of Time Award Speech: Adam Convergence

Kingma’s ICLR 2025 Test of Time
Speech:

-5 BEAT I1E,
1% BA Adam 2 ISRy

Convergence - divergence - convergence

e
* On the convergence of Adam and beyond, Reddi et al. (2018)
» Worst-case divergence

* A simple convergence proof of Adam and Adagrad, Defossez et al. (2022)
* Adam is to Adagrad like constant step size SGD is to decaying step size SGD

* Adam can converge without any modification on update rules, Zhang et al. (2022)

B Converge (ours)
1 & B Diverge (ours)

\\"‘\‘ .“ '."\‘.‘1 NN\
,
.

j’ Zhang et al. (2022)
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* Part I-1: Why Transformer Needs Adam
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Training Accuracy

SGD underperforms Adam on Transformers

I 1
— AdamW J— 11 4 — AdamW —— AdamW
0.6 SGD - I SGD 101 SGD
10 4
0.5 91
9 4
8_
0.4 1 v g 2 o)
I g S 74 g
jo2] [
0.3 I g 74 £ $
C 4
£ g6 = 2
= i = c
0.2 I 6 5+ £
5 n
0.1 I
4 3]
0.0 I s
y 1 2 T r :
0 10 20 30 40 50 T T T T T . : ‘
Epoch 0 100 200 300 200 500 600 0 20000 40000 GOO(I)tgratiggooo 100000 120000 1400
I Epoch

VGG (CNN) GPT2 BERT

o
)

=4
N

o
o

o
O

o
FS

o
[

o
N

°
-

m— AdamW

SGD

0

50000 100000 150000 200000 250000 300000

ViT
J

|

Transformers Need Adam, but why?
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What problem structure might hamper SGD?

* Hessian eigenvalues largely decides behavior of gradient methods
[Nocedal & Wright’99, Nesterov’13, Goh’17, Sun’2019]

* For instance: ill-conditioning slow down GD
e Can Hessian spectrum explain the gap of SGD and Adam?

e Unfortunately, no (not directly)...

Total Pages: 78
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Preliminary:

1032
10% -
10%-

10°-

—
o

y-axis:
107
frequency .

10 -
10 -

10° -
-0.2

Hessian spectrum

.
M A t A
- e
).1 0.0 0.1 '

-0. 0.2 0.3 0.4

— Exact Density, ¢,
= Estimated Density, ¢,

x-axis: Eigenvalues.
Figure from [Ghorbani et al. 19]

Remark: How to plot Hessian spectrum?
We use Stochastic Lanczos Quadrature (SLQ)

What is spectrum: histogram of eigenvalues [Bai, Fahey, and Golub 1996]

(will take >10 pages to explain, omitted today)

We will compute the Hessian spectrum
for a wide range of neural networks

Total Pages: 78
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Hessian spectrum cannot explain the gap

ResNet18 (11M) ResNetl18 (1
o bl SGD ~ Adam
iy A | | “ 121 m ﬂ on CNNs
o | | GPTZV (125|\I/|) | | i GPT2 (125
oo n NMWMW'W\M A Hﬂ HH l SGD K Adam
T | on Transformers
(a) Initialization (c) 50% st¢

CNN and Transformers:

Spectrum looks quite similar!
(see more figures in the paper)

Total Pages: 78 12



Something must be overlooked...

* Full hessian spectrum does not seem informative enough

e What else?

* We find one important features that are overlooked:
The build-up rules of the architecture
-- Transformers are stacked up by different kinds of layers

Total Pages: 78
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Build-up rules of architectures

CNNs

Repetitive stack
of similar layers

We hypothesize:

MLP layer

Projection Different designs among parameter blocks
Query

Key

Value

MLP layer will affect

Projection
Query
Key

Value

Hessian of these parameter blocks.

This inspires us to investigate the blockwise
Transformers Hessian spectra

each block follow (i.e., principle diag blocks in Hessian)
different design
(e'g'l Q) K; V; MLP) TOtalPageS:78 14



Another reason for studying blockwise Hessian
near Block Diagonal structure

. . 0 « 0.012 0
\ i 100 0.010 100
' ‘ 200 200
- 300 o 300
-. ! 0.004
- _ 400 oo 400
(a) ExaCt HeSSl‘an Of a e 0 100 200 300 400 500 i e 0 100 200 300 400 500
|
MLP (Collobert;}, 2004‘? (a) Hessian at 5% steps (b) Hessian at 50% steps

 Why block-diagonal? No theory so far
 We provide the first theory recently, will show later in Part lll

* Let us first accept that this structure exists

Total Pages: 78
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Blockwise Hessian spectrum might matters

- 0.0030

100 L 0.0025

200 +0.0020

0.0015

300

0.0010

400

0.0005

500

0.0000
0 100 200 800 400 500

Conjecture: Eigenvalues in each block (e.g., Q, K, V) could be important

» What extra info over full spectrum?
» By linear algebra: location of eigenvalues

Total Pages: 78



Blockwise Hessian spectrum

CNNs: blockwise spectrum are quite similar

1st convolutional layer

I

!,\

2nd convolutional layer

I

|

3rd convolutional layer

10—2 4

I

0

4th convolutional layer

N1

|

-0.2

0.0

0.2 0.4 0.6 0.8

ResNet18

We call it "homogeneity”

1.0

1.2

MLP layer

Projection

Query
Key

Value

MLP layer

Projection
Query
Key

Value

1st MLP FC Layer 2

2nd Query
10710 T T "MM A M
2nd Value

102 4 m

3rd MLP FC Layer

102 4
10—1 4
1074
L |
10710 -— T T T T t

n.

-15 -1.0 -0.5 0.0 0.5 1.0 15

BERT ¥

2.0

The figure is normalize
(for visualization)

The actual Eigen-range differs > 200x

Transformers: blockwise spectrum are largely different
We call it "heterogeneity”

Total Pages: 78
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JS-distance among blocks

:
| |

0.54

o
=

SGD =~ Adam
on CNNs

Training Accuracy
°
w

=)
N~

°

0.0

114 w— AdamW
— SGD

SGD « Adam
3 “elwiesniei - ON Transformers

0 100 200 300 400 500 600
Epoch

Training Loss

[9)

(d) VGG16 (e) ViT-base (f) GPT2

Figure 4: The JS distance among blockwise Hessian spectra for different models at initialization.

Observation: Heterogeneity is widely observed in Transformers, but not on CNNs!

Total Pages: 78 18



Our Explanation (1): Why Transformer Needs Adam

Observation 1:
Transformer’s block Hessian
are heterogeneous

Previous part Origlnal claim:

Together explains: Transformer:

Observation 2: SGD worse than Adam.

If block Hessian are
heterogeneous,
then SGD worse than Adam.

Next part:
Claim 2A: Hetereogeneity causes SGD to underperform Adam

Claim 2B: Homogeneity makes SGD work

19



Heterogeneity makes SGD worse: Quadratic Prob

* (Case study on quadratic models
min%wT Hw, H = diag(H1, H2, H3, H4), H is PD
w

Case 1: H with Transformer-type spectra: sampled from GPT2 im

10 \\
€
= : \ GD is slower
(| ‘ ‘ } =1\ than Adam
o ‘ os 003 o = 1070 A
a1 11 1110111 . A TN
’ " ’ ” " ’ ’ ” ’ “ ” . ’ " ’ “ " . 7 \ — GD o
(a) Spectrum of H; (b) Spectrum of H; (c) Spectrum of H3 (d) Spectrum of Hy e o \40'0 — 802: - B;;-’OU
Case 2: H with CNN-type spectra: sampled from ResNet18
10 N
nnnnnn £ o GD is similar
“ | as Adam
(a) Spectrum of Hy (b) Spectrum of H, (c) Spectrum of Hj (d) Spectrum of Hy s Lo fenl] | | | |
Rema rk: Iteration
Same condition number for case 1 & 2
21

but the performance is different, due to homo & heterogeneity
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Heterogeneity makes SGD worse: Quadratic Prob

* (Case study on quadratic models

min—w"Hw, H = diag(H1, H2, H3),His PD, H; € R¥3,1=1,2,3
w

Case 3: H with simplified heterogeneous spectra
Eigenvaluesof H; : {1,2,3},{99, 100, 101}, { 1998, 1999, 2000 }

Q00— 0OO—0OOO—> Eigenvalues

@: Eigenvaluesinblock1  @: block 2 O:block 3

Case 4: H with simplified homogeneous spectra
Eigenvalues of H; : { 1,99, 1998 }, { 2, 100, 1999 }, { 3, 101, 2000 }

QO00—000— 000> Figenvalues

@: Eigenvaluesinblock1  @: block 2 Q: block 3

Remark:
All eigenvalues are the SAME for case 3 & 4

but the performance is different, due to homo & heterogeneity

Total Pages: 78
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Log Gradient Morm
=
o

10-12 4

10-15

10341

10° 4

Log Gradient Morm
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10-15

10-° 1

R ———

— GD
Adam with B, =1

0 2000 4000 6000 8000 10000
Iteration

1073

10-6

10-9 4

0 2000 4000 6000 8000 10000
Iteration

GD is slower
than Adam

GD is similar
as Adam
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Theoretical results

A well-known result for GD: Consider min f(w) = %WTHW ,where H is PD, then there exits a H and w° :
w

2
Fwis) = £ 2 (1 =) o) = )

where Kk isthe condition number of H

Theorem 1 (Adam): Consider min f(w) = %WTHW , Where H a block-diagonal PD matrix with L blocks, then:
w

fwitl ) —f* < Illel[aL)]( (1 - KAdaml> f(Whaam) =)

where Kaqam 1 = T Kj, K is the condition number of H;; r is a constant related to initialization w

0

Total Pages: 78
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Comparing Two Results

* Compare GD vs Adam:
* Adam is faster than GD when r max; k; < k,

* Happens in the heterogeneous quadratic examples 1 & 2
* Quantity of Adam ~20x smaller, and Adam is also 20x faster

* This provides a partial theoretical explanation why Adam works
better than SGD on Heterogeneous case

Total Pages: 78
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Effectiveness of D, 4,.,,: Dense Hessian

. 1 . .
min xH,x, where H, is a random matrix.

(a) Hessian matrix

Another Case: Dense block.
We take the 15t sub-block H; in (a) and use it for a new problem (c)

-- Figure (c): outperforms Adam,
even though Adam uses more lr!

-- This means: D, ,m 1S NOT so effective on H!
Total Pages: 26
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Our Explanation (ll): Why Transformer Needs Adam

Observation 1: Observation 2:
Adam is good for block-Hessian. Adam is bad for dense Hessian
Previous Part 1 Previous slide
\ Aerreveals:
Implication:
Adam mainly handles “cross-block” challenge, T "
G gL ” 5 — 7 X E Adam-mini H1,
NOT “within-block” challenge. EAMERA L
Further Implication: Part 1-2

We may replace Adam’s coordinate-wise Ir by block-wise Ir

26



Related Work on Why Adam better than SGD

* One perspective [J. Zhang et al. 19]
NLP problems exhibit heavy-tailed noise in g ==——p SGD fails

* However, [Chen, Kunstner, Schmidt’21] provides negative evidence:
SGD is worse than Adam on Transformers, even in full-batch case

(with no stochasticity)

Heavy-tailed noise does not explain the gap between
SGD and Adam on Transformers

Jacques Chen, Frederik Kunstner, Mark Schmidt
University of British Columbia

* So there may be other reasons...

Total Pages: 78
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Related Work on Why Adam better than SGD

ImageNet1K

* Schmidt et al.’s work: class imbalance causes the gap

n = SGD (with momentum)
8 = Adam (with momentum)
Balanced Data Imbalanced Data e
ResNet18 Adam ~ SGD Adam > SGD =
ViT Adam ~ SGD Adam > SGD = 0
| | |
0 50000 100000

Steps

mmmm)  Strong advantage of Adam over SGD is largely due to class imbalance.



Our Point: Special Case of Hessian Explanation

Ongoing work: this 1s a special case of our explanatio

| SGD
Balanced Data  Imbalanced Data ‘ /
ResNet18 Adam ~ SGD Adam > SGD
(Hessian Homo.)
. > AdamW
ViT Adam > SGD Adam > SGD
(Hessian Hetero.)
create Hessian blocks 1n last layer (classifier)

2) Both architecture and imbalanced data contribute to Hessian heterogeneity, leading

to the gap between Adam and SGD.



Contents

* Part I-2: Adam-mini and Block Partition Principle

Total Pages: 55
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Another Trick: Use Mean of 2" Momentum

But how to find these good block-wise lrs without grid-search?

We tried constant block-lr method for Transformer:
--hard to make it work

--maybe it exists, but searching one lr for each block is costly!

Our solution (simple and cheap)
Use block-mean of 2"9-order momentum term
to compute block-wise lr

Total Pages: 26 31



Adam-mini (Framework)

* Adam-mini:
- Step 1: partition the gradient g into B sub-vectors according to the dense Hessian sub-block g, b = [B]

- Step 2: for each g, calculate:

vp = (1 — B2) *mean(gr 0 gp) + B2 *xwvp, b=1,---B

- Step 3: then use \/% as the Ir for the parameters associated with g,
b

Total Pages: 78



Partition Principle |

Partition Principle | (Basic):
Partition parameters into blocks s.t.
each block is associated with a dense sub-block in Hessian.

I
0 i i I
:Model p%rameter{
: i i i
4 N\
400 : SGD [ ]
. J
600 : p &
Adam-mini
800 _ J .
08 OO0
1000 ; Adam O8O OO0 ] om t
0 200 400 600 800 1000 ) O00) earning rate

Hessian of neural nets Total Pages: 78
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Partition Principle ll: Generalized

Partition Principle Il (Generalized):
Partition parameters into blocks s.t.
each block is a sub-block of a dense sub-block in Hessian.

1
|

1 1
i '
g
1 Model pa#ameter#l
1

L L

SGD

‘ ' New-

optimizer

)
&3

Adam

B E

Leaming rate

0 200 400 600 800 1000

\ Hessian of neural nets



Blocks of Transformer Hessian

#blocks = #attention heads

0 50 100 150 200 250 0 50 100 150 200 250

(b) key (4 heads)

(a) query (4 heads)

4,1 0.0030

0.0008

100 0.0025

0.0006 0.0020

100 - 200

0.0015
150 J8 0.0004 39
0.0010

200 0.0002 400

0.0005

— L3 . — . 0.0000
0 50 100 150 200 250 00 400 500

(d) attn.proj (16 neurons)QEe) mlp. £ (32 neurons)

' 50

11100

1150

21200

Less clear (treat as #output neurons)

100 150 200 250

(c) value (4heads) Embedding layer (8 tokens)

0.0016

0.0014

0.0012

0.0010

0.0008

0.0006

0.0004

0.0002

0.0000

#blocks

= #output neyrons,

#blocks
= #tokens

0 SN
20
40
60
80

100

120

0 20 40 60 80 100 120

Output layer (8 tokens)
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Transformer Partition Rules

Partition Principle I:
Partition parameters into blocks s.t. each block is associated with a
dense sub-block in Hessian.

Partition Rule | for Transformers:
Rule 1: Each head of Q&K layers is a block.
Rule 2: For other layers, each neuron is a block.

Partition Principle Il (Generalized):
Partition parameters into blocks s.t.
each block is a sub-block of a dense sub-block in Hessian.

Partition Rule Il for Transformers: = Adam-mini ¥l 7> 7735

. . A B RIS
Rule: For each layers, each neuron is a block. (B e EE)

36



Major Differences with Layer-wise Methods

* Some methods, like LARS, LAMB use layer-wise lr.
* Adam-mini is quite different from them in two aspects:

* First, principled block-parition:
* Adam-mini: blocks decided by Hessian spectrum structure
Layer-wise partition: not working for 1B training

e Second, Adam-inherited block-lr.

Adam-mini: uses using block-mean of Adam’s original lr (by 2"9 order
momentum)

Other layerwise methods: not borrowing from Adam

37



Memory Reduction and Throughput Enhancement

53.92 GB 5572.19

49.6%T

3725.59

v 49.9%
26.96 GB

AdamW Adam-mini -
Memory () AdamW Adam-mini

Throughput (1)

Can increase about 50% throughput of Adam
(# processed data per second)

Saves about 50% memory of Adam

Optimizer states in Llama2-7b

#m Hv mem(m) | mem(V)

Why?
AdamW 6.74B | 6.74B |26.95GB |26.95GB Reduce communication + larger per-GPU batch size

Adam-mini | 6.74B | 1.16M | 26.95GB | 4.65MB

Total Pages: 78 38/42



Acknowledgements from Authors of Adam

* Photo shot at ICLR 2025 Test of Time Speech by Dr. Durk Kingma and Prof. Jimmy Ba
* “This work allows you to reduce the memory of Adam by a large factor ...

This is, | think, a great result that argued from theory ”

N i —

N /N LN

column of weight matrices

* Huge large reduction in
memory usage

* Faster training:

* Memory cut-down allows )
larger batch sizes per GPU ’
i

{ Right. So one very fam
Proper weight decay in

Total Pages: 78



Follow-up Work: GalL.ore-mini

Adam-mini '
47 -
v 1
. 40% less memory than GalLore; _
- 81% less memory than AdamwW - || IS
I Memory Type
. Eisme
v g 0 20 40 60
Galore-mini Memory(GB)
v . = e
m M m 9
— g i]
g v : : L
on par with GalLore % w3
m Disclaimer: GalLore’s throughput is lower than Adam;
g so use Galore-mini if you are OK with lower throughput

Galore

\< Using low rank to compress mé&g )

Huang et al., GaLore-mini: Low Rank Gradient Learning with Fewer Learning Rates, NeurlPS’24 OPT-ML workshop




Follow-up Work: Q-Adam-mini

Q-Adam-mini: Memory-Efficient 8-bit Quantized Optimizer for Large
Language Model Training

Yizhou Han *'? Chaohao Yang*' Xingjian Wang'? Congliang Chen '2
Ruoyu Sun !?

=, Adam-mini Y m 24 8-bit

H—E RN RER.

1 |
] |
Adam : 9.97 :
L] 1
I 1
] |
] |
Adam-mini 1 5 1
I |
I 1
I 1
1 |
Q-Adam : 2.5 :
1 N 1
J 8 X Memory reduction :
1< P
Q-Adam- 1.29! :
mini i i
I 1
I 1
0 2 4 6 8 10

Memory(GB)

Figure 1. Optimizer states’ memory consumption for pre-training
Llama-1B



Recent Benchmark by Stanford

e 130/ 300/ 520M model with 1x/ 2x/ 4x / 8x Chinchilla token amount

* Full hyperparameter sweep

* Adam-mini performs on par with AdamW

C4/EN Loss for 130M Model C4/EN Loss for 300M Mode
3.551 ¢ Adam-Mini  --- Cautious 325] & Adam-Mini - Cautious
3 50 4 ‘\\ Lion Soap Lion Soap
-==  AdamW Muon - AdamW Muon
3.45; NAdamw Scion 3.20 NAdamw Scion
") v — KON
g 3.401 2315
- -
3.354
3.10
3.301 ’s;,._..“
-
e ]
3.251 i
1 2 4 8 1 2 4 8
Chinchilla Ratio Chinchilla Ratio

C4/EN Loss for 520M Model

\ Adam-Mini -== Cautious
‘::\ Lion Soap
W == AdamW Muon
" NAdamW Scion

1 2 4 8

Chinchilla Ratio

https://wandb.ai/marin-community/marin/reports/Fantastic-Optimizers-and-Where-to-Find-Them--VmlldzoxMjgzMzQ2NQ

Total Pages: 49
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Recent Benchmark by Stanford
* On 520M model, Adam-mini is faster than AdamW

(unexpected benefit)

Adam-Mini --e-- Lion

107 --e-- NAdamWw Muon
--e-- Cautious Soap e
81 --e-- Mars —e— Kron /;,’;”/’::

Tokens Needed by
AdamW / Chinchilla
(@)

Tokens / Chinchilla

https://wandb.ai/marin-community/marin/reports/Fantastic-Optimizers-and-Where-to-Find-Them--VmlldzoxMjgzMzQ2NQ
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Follow-up Work: NorMuon

NorMuon (by Microsoft and Galech)
Combine the block-wise scaling idea of Adam-mini (neuron-wise) and muon.

It takes the crown as the leading NanoGPT speedrun optimizer!

Algorithm 1 NorMuon 5 4, o
1: Input: Initial weights W, € R™", loss L, learning rate #, mc I\\ — AdamW
perturbation parameter ¢, weight decay A. \\ Dion
2: Initialize My € R™" « 0, vg e R" « 0 g 2.3 \ — Muon
3: fort=1,2,...do g N " — NorMuon
& G, < VwL(W)) S 55
5 M; < BiM; 1 +(1-B1)Gy % B
6 O, — NS5(M,) -
7: Vi < Bavi1 + (1 - B )Xmean, s(0; © Oy) 2.1
8 V; « ExpandRows (v;)
0p+-0,0 (Wf 8) Training steps
10: 1 = 0.2qmn/|[Ols
11: Wiy < Wi =AW, - 70, (a) Pretraining results of 1.1B model.

12: end for




Contents

e Part II: On the Special Structure of Hessian of NNs
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Empirical Observation |

* Hessian of NNs: nearly block-diagonal

(a) Hessian of an MLP
[18] after 1 step

Hessian of a 1-hidden-layer NN

Figure from: Large Scale Machine Learning, Collobert, thesis, 2004

49



Empirical Observation |l

* Hessian of NNs: nearly block-diagonal

(b) Hessian of an (c) Hessian of an MLP (d) Hessian of an
MLP at 1% step at 50% step MLP at 100% step
Hessian of 1-hidden-layer NNs

Figure (b,c,d): Why Transformers Need Adam: A Hessian Perspective, Zhang, Chen, Ding, Li, Sun*, Luo, NeurIPS 2024

50



Empirical Observation

Hessian of Transformers: nearly block-diagonal

#blocks = # attention heads

(32 neurons)

Less clear (treat as # neurons)

#blocks = # neurons

r (8 tokens)

mlp.pro7j (16 neurons) O‘Ut'[l)ut _.. (8 tékens)

#blocks = # tokens

Total Pages: 78
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Empirical Observation [V
* Hessian of LLMs: nearly block-diagonal

Weight
Layer

Weight | Layer

Approximated Hessian of 1 layer in Llama-7B & 32 layers in Llama-7B

Figure from: CBQ: Cross-Block Quantization for Large Language Models, Ding, et al., ICLR 2025
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Motivation: Why Studying Hessian Structure?

* 1. Hessian structure is crucial for understanding NN training

* The effectiveness of Adam
(Zhang et al 24a, Kunstner et al. 24)

* The effectiveness of general diagonal-preconditioned methods
(Sun and Ye, 21, Qu et al. 22, Das et al. 24)

* The effectiveness of recent block-diagonal-preconditioned methods (Shampoo, Muon)

* 2. Hessian structure can help design new training methods for NNs
* Recently, Adam-mini utilizes the block-diag structure to cut down 50% memory in Adam
* Moreis coming..

* 3. Offering a new function class for optimization community

* Typical problems do NOT have such structure:
In classical non-linear programming dataset (Lavezzi et al 22), all problems have non-block-diag Hessian

* Motivate new study into this specific class of problems

Total Pages: 49
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We focus on...

* Why do Hessian matrices look like this? Is it trivial?

* What does one block correspond to?

* Does it always hold for arbitrary NNs?

- If not, is there common factor holds in all above, but we overlooked?

 Any more structure missed in the previous experiments?

Total Pages: 49 54



Review: What is Hessian Matrix for NNs

Label
0
Calculate Loss £
M
Data: x € R%,y € R® one-hot
0
. 1 ’
WERm%,III/lERmXCNZ (F Gen, )
n=1
T T vIU(Wxn)
Wq V1 ( ) — . = RC
W=|:|erR™4V=|[:]|eR>m f ) = .

W,?,:L UZ: vCU(Wxn)

9 les(W,V 1 | exp(v a(
rvrl}mEMSE(W V) Z [Vo(Wz) = Inllz:  pipbeeWV) = Z Og (Zk 1 exp(vy o(Wz))
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Review: What is Hessian Matrix for NNs

d d m m
d HW1W1 HW1Wm HW1U1 HW]_UC
d
d }{“ﬁnWV1 }{“ﬁnlvnm }{&anvl }1;Vn1”6
m HU1W1 HU1Wm HU1”1 H”1UC
m
m HVCW1 HUCW1 chvl H”C”C

Size of Hessian = (md + Cm) * (md + Cm)

Total Pages: 36

wi
W=|:|eR™dy =
Wi
Hyp iy = —ir € R4X4
Wiwi awiawiT
0%L
Hyw, = € Rx4
WlW] awiaw]-T
%L
— E Rmxm
Vivi aviav?
0%L
— E Rmxm
Vivj aviava
%L
— E Rdxm
Wivi awiav;r
— 9%L dxm
le] awiavT € R

E chm

56



Initial trial: binary classification

* Simple setting: Linear model + CE loss, binary classification
 Cannot see special Hessian structures. Why?

- 0.00025

- 0.00020

0.00015

2000

3000

0.00005

4000 0.00000

0 1000 2000 3000 4000
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We find a phase transition as

classC —» oo

* Simple setting: Linear model + CE loss, #C class classification

- 0.00025

1000 - 0.00020

0.00015

2000

0.00010

3000

0.00005

0.00000

0 1000 2000 3000 4000

C=2

L 0.025
100
L 0.020
200 8
: 0.015
300
400 18 0.010
200 0.005
600 8
0.000

0 100 200 300 400 500 600

C=10

1000

2000

3000

4000

5000

6000

0 1000 2000 3000 4000 5000 6000

C=100

@ It seems that large #class C is important
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Discussion on Twitter

--We announced the paper a few months ago in X
--Unexpectedly high attention
Check out more details in our paper arxiv.org/pdf/2505.02809. Math

tools: Random Matrix Theory.
BT

What does the Hessian of NNs look like?

A “dynamic force” that erases the “block-circulant” structure in H,,,

Hidden-layer Cross-layer
" Hessian (H,,,,)

Output-layer

Hessian (H,,)

2000 4000 6000

(a) Hessian at initialixatiol (f) Hessian at 100% steps

A “static force” that maintains the block-diag structure in H,,,, and H,,,,.
A primary driver of this structure: large # classes C!! (sounds familiar to LLMers?)
See the rigorous proof in our paper: https://arxiv.org/pdf/2505.02809. Math tools: Random Matrix Theory

T410:04 - 2025&5

il B thF EapE

O 67 @ 392 [ 382 2

@ =xims

Jages: 36

ﬂ Norm Matloff .
‘s’ Fascinating results. | generally believe that ML has become far to
mathematical, but this one is a major exception.
Q1 0 Q2 i 812 o &
O Yushun Zhang & @ericzhang0410 - 5810H
Thank you professor for the kind words!! ‘&
@) n Qs ihi 646 N &

@ Jason Lee & @jasondeanlee - 5813H

Is there some simple intuition why C to infty gives block diag ?

D1 0 Q 1 ihl 546 N &

Q Yushun Zhang & @ericzhang0410 - 5513H

Thank you for the question, Prof. Lee! One intuition is that neurons within
the same hidden layer are not directly connected to each other—there are
no explicit links between them. The correlation between two hidden
neurons arises solely through the output weights stemming from
ETRES

O n Q il 119 R

>
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Contents

* Part II-1: Hessian structure in Simple Cases

* Part II-2: Dynamic force during training

Total Pages: 55
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SISO Case

* Let us start from the most simple NN:

* Example 1: Single-input-single-output (SISO):
o— O

(%1

Input data x = 1. No activation, label = 0, MSE loss: #(w;v;) = %(lel)z

o ) ot o
Gradient: e = W1Vq 0. W1V,
1 1 Observation: off-diagonal entries
are non-zero
2
dwi 0w, U1 i.e., wl and v1 has “correlations”
Hessian:
Why? See from computation graph
0%¢ W — w1 and v1 are linked together
awlavl 1vY1 avlﬁvl
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SIMO Case (l)

 Example 2-1: Single-input-multi-output (SIMO):
(this is not a standard NN, but is good for understanding)

W»o v, .

Input data x = 1. No activation, label = 0, MSE loss: €(wq, Wy, V1, V) = %(lel)z + % (W,v5)?

o4

. . — 2
Gradient: ow, W1V
920 B vz 92p 0 92¢ _, 02¢ —0
Hessian (15t row): ow,ow, 1 ow 0w, ow,0v; Wit 0w, 07V,

Two zeros in the first-row of Hessian:
1t 0: w4 and w, independent for the loss; 2nd O: similar 6



SIMO Case (ll)

 Example 2-1: Single-input-multi-output (SIMO):
(this is not a standard NN, but is good for understanding)

W» v, .

L 1 1
Input data x = 1. No activation, label = 0, MSE loss: ¢(wy, wy, V1, v5) = ~ (wiv1)? + ~ (Wo1,)?
141 W» 172 (%

This is a most simple block-circulant-block-diagonal matrix

Observation:
H;; # 0 4mm jand jare connected in the graph
(which means: i and j has multiplicative relation)

Hessian:

H;; =0 €= | gnd j are not “connected” in the graph
(which means: i and j has no multiplicative relation)
Total Pages: 36 67




Contents

* Part lI-2: Hessian during training and dynamic Force
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Empirical Observations: 1-hidden-layer NN

Hessian of a relu NN, input dim =# classes =500, width = 8,
CE loss +Adam, Gaussian data + random label, sample size = 5000

0 o=
& Hidden-layer

%ﬁﬂessian (Huw) | ; ;
f i !

Output-layer
Hessian (Hy,.,)

O 10000 20000 30000 40000 50000 60000 70000 80000

[teration

[Click to play the video]

(i) block-circulant-block-diagonal structure at initialization (is Why?
(ii) The block-circulant part vanishes along training &/ y .
(iii) The near-block-diagonal pattern maintains@lorfgsttaining

77



Two forces that shape Hessian structure

0.00020

0.00000 2000 4000 6000

0 2000 4000 6000

(a) Hessian at initialization (f) Hessian at 100% steps

Force |: a “static force" rooted in the architecture design;
Force Il: and a "dynamic force™ arisen from training.

* We will provide:
* 1. Asimple explanation on the dynamic force”

e 2.arigorous theoretical analysis of 'static force" at random initialization
Total Pages: 36 78



Hessian during training: the “dynamic force”

; &% _ Hidden-layer ||| ||| Crass-layer ||
qﬁi‘ yCSSian (Hyw) o) 0.00035

-
B
%.3.\.&‘ 3

e A ‘ i
il | ) ]2 i
Output-layer
Hessian (H,,,)

il

0 2000 4000 6000

(a) Hessian at initialization

Training eliminates the off-block part in H,,,,,. Why?
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Hessian during training: the “dynamic force”

T
e o(Wxn) vy,

. 1 .
WERm%,III/IERmXCNE £ G yn) = WERm%}II}ERmXCN Z B logzc e Wxn)Tvc
n n

Z 2(537116 Pn C)vClH(W Xp = O)Xn € R¢

awl
A DO O , 0 1 dxm only the i-th column is non-zero
Hwiv-_ T — |° : . : K : +0(_)ER ’ vr s . 1 .
7 0w; 0v; 0  ag 0 - 0 C (if ignoring the 0(;) noise)
1
where ai’d/ = _E Zn Zc(5yn,c _ pn,c)mc,i H(WiTxn = O)xn,d'

* Remark: as training goes on, we have : p, . — 1 for ¢ = y,

p — 0 for ¢ # y. ‘Therefore’ (5yn,c - pn,c) -0 along tl’aining
n,c n

« This can explain the “dynamic force”: how the “off-diagonal” part vanishes along training
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“Dynamic Force”

Label
Vi1
Vi, 01 7’ 0
Ve 0, ‘ Calculate Loss £ 1
0

Hyy, = == |

929 0 - a1 0
aiqg O

1 1
|+ 0 (_) = Rdxm, where a; ;; = - N ) C(Syn,c —Dnc B C,i]l(WiTxn > O)xn,dr
C

/“

Key take-away: H,,,,, = O(optimality gap), which are expected to vanish
(experiments: vanishes quickly as training begins)

Total Pages: 49 81



Contents

e Part |I-2:

e Part II-3: Our results
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Intuition from statistics: the “static force”

Training eliminates
“block-circulant” in H,,,:

1000

2000

3000

4000

3000 4

6000

TOOO 4

0 2000 4000 6000

Hessian at initialization with CER\loss

H,, and H,, seems always “block-diag”:
(previous parts) (More involved, see next slides)

Total Pages: 36
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Case 1: linear model + MSE loss

Case 1: linear models with MSE loss. Consider the linear model f(V;x) = Vx € RS, where V =
(vlT R 1) € R4 is the weight matrix, and v; € R? is the weight associated with the i-th class (or output

neuron) Consider minimizing the MSE loss as follows:

m‘}ngMSE( : NZ 1Vxn — Vull3, (2)

where Y, € {0,1}C is a C-dimensional one-hot vector with 1 at the index for the class of y, and 0 elsewhere.

The Hessian matrix is, fori,j € [C]:

9% byse (V
90,00, - N Z” =1 Xn¥p 3
a EMSE(V) —0 (3)
avav dxd:

Hessian in Case 1 is trivially block diagonal
We will not discuss this case in the sequel

Total Pages: 36
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Case 2: linear model + CE loss

Case 2: linear models with CE loss. Consider the same linear model as in Case 1. We now change the loss
function to the CE loss.

exp(v, x
min cg(V —— Z log ( p( i) ) : 4)
v N = ):c 1 exp(v¢ Xn)
Define p, ; := exp (v, xn)/ (ZC 1 exp(v, xn)). The Hessian matrix is, for i,j € [C].

0%/
avcgv = § Zne1 Pri(1 = Pui)Xnxy )
)
;)fTEIEjT) = _N anl pn,ipn,jxnx;lr

Intuitive understanding: at random initialization, suppose each entry in V' follows i.i.d. zero-
mean Gaussian distribution, we have p,, ; ~ % for alln € [N],i € [C]. As such:

32@@:(‘4) N 1

8vi81’j F Zn:l pn,ipn,j N CT . ]_ (6)
-~ N ~ 1 1 - ’

M anl pn,z(l - pn,@) C (1 — U) C —1

aviava P

which pushes the Hessian to become block-diagonal as C' — oc.

This is why large # class C helps!
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Overview of our results

Settings: Consider general C-class classification problem: (xp, yn)gzl,xn € Rd,yn € {12,

We prove the following results (informal): when N, d — oo with % =y, we have

* Case 1 (linear model + MSE loss):
For any C, Hessian is strictly block-diag with C blocks

* Case 2 (linear model + CE loss):
Hessian approaches block-diag with C blocks with rate 0(1/C)

* Case 3 (1-hidden-layer-NN with m neurons + MSE loss):
* Hessian of hidden weights approach block-diag with m blocks with rate 0(1/\/(3)
* Hessian of output weights approach block-diag with C blocks with rate 0(1/C)

* Case 4 (1-hidden-layer-NN with m neurons + CE loss):
* Hessian of hidden weights approach block-diag with m blocks with rate 0(1/\/(3)
* Hessian of output weights approach block-diag with C blocks with rate 0(1/C)

Total Pages: 36

,C}

90



Main Results

Assumption 1 The entries of the data matrix Xy = (z1,--- ,zn) € RN areiid N(0,1).

Assumption 2 The model weights in W and V' are initialized by LeCun initialization. That is: for
the linear model, V; ; il (0, %), i € [C),J € [d]; for 1-hidden-layer network, W; ; L. (0, Cll),
: : i.i.d. : .

i€ml,jeld, Vi; ~ N(,=)i€[C],je€ [m]

Theorem 2 (1-hidden-layer networks.) Consider the Hessian expressions in (8) to (13), and

assume Assumptions I and 2 hold. Then for any fixed m > 3, suppose d, N — 00, 7(37 — v €
(0, 400), it holds that

2 2
E 0% byse (W,V) E 8*Lce(W,V)
aw,-awj . 6vi6v;r .
. ]lém = 2T Il\;m = S (28)
44V —>00 y AV —00
E ||| 22 W.v) E ||[2*cwV)
Qw; dw; - Ovidv; - Key message:

- - - - the block-diagonal structure arises when
# classes C —» o

vanish at the rate O(1/C), O(1/C), O(1/C?), respectively, and the block-diagonal structure also

emerges as C' increases. .



Exmple of GMP law: (Assume X and A are independent)

Eigenvalue histogram of 4,, =% XAXT € R4 A =1,n=50,d =300, 1000 samples of 4,,
Yellow curve: density of MP distribution with d/ n =50/ 300

But wait... In our %XNANXE, Xy, Ay are clearly NOT independent, so MP theorem cannot be applied

* Dependent matrix product is a difficult topic in RMT
* Fortunately, we observe additional good properties in our%XNANXK,

Total Pages: 49
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Key properties in our matrix

exp(v{ xn)

*Uee(V) 6 1
Ye=1 eXp(vgxn)

8’0281) N £

1
i(1 — pns) )Tnx, = NXNANX;\; e R%x4, and p,; =

Key observation: Ay and Xy are asymptotic independence

NN

e Recall v; ~ N(0, %) and denote z = vTxn, then z|x ~ N(0, *5 |#]

IItz ~ X2(1,%), which concentrates to 1 as d — oo.

). Further, since x ~ N(0,1), we have

. As such, z asymptotically follows N (0,1) and thus is independent of x. Therefore, Ay and Xy are
asymptotically independent.

* Guess: limiting eigenvalue XyAy X4 = those as if Xy, Ay are independent

* Proof technique:
the Lindeberg principle (originally proposed to prove CLT)
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The Effect of Increasing # classes C

0.008 0.0012
0.0035
0.007 0.0040
0.0030 0.0010
0.0035
0.006
0.0030 0.0025 0.0008
0.005
H 1 f 0.0025 0.0020
eSS I a n O 0.004 0.0006
0.0020
0.0015
. . 0.003
iIdden weights
0.0010
0:002 0.0010
0.0002
0.001 0.0005 0.0005
0.000 0.0000 0.0000 0.0000
100 200 300 400
1€=d
1 0
0.0035 0.0008 e
1000
0.0030 0.0007 0.00040 )
0.00035 2000
0.0006
0.0025 128
0.00030
0.0005 3000
0.0020
. 0.00025 1.00
essian o 0.0004 4000
0.0015 0.00020 0.75
H 0.0003 5000
output weights
8 0.50
0.0002 6000
0.00010
0.0005 0.25
0.0001 0.00005 7900
0.0000 0.0000 0.00000 0.00

. . " A
0 10 20 30 40 50 60 70 50 100 150 200 250 300 350 0 100 200 300 400 500 600 700 0 1000 2000 3000 4000 5000 6000 7000

(@) C =10 (b) C =50 (c) C = 100 (d) C = 1000

« The Hessian blocks of 1-hidden-laye NN with 8 hidden neurons + #class C at random init.

« The block-diag structure becomes clearer as C increases
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The Effect of Increasing C

2
02Lcg(W,V)
2 2 -
ee . 1 02lcg (W, V) ~ce _ C||0*4cg(W,V) o dwidw; ||
1L =3 T ’ 12: % T ’ — 2
di| owiow; |l dll owiow, | 824k (W,V)
0w, 0w,
(1) w2 E
sk po— sk 09
| o8
) 07
Ef'\l o 06|
)i 5 & 05
m 4f 0.4
: 21 0:1
00 SAO 11;0 15‘0 2&0 25.70 300 10 5‘0 1(;0 1;0 2(;0 2;0 300 00 .;7 10 15 5 20 2A5 LGAO
C &) C
(@) C vs. HﬁE (b) C vs. Hsz (c) Cvs.r

These quantities match our theoretical prediction
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Guess: Hessian for Deep NNs?
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Guess: Hessian for Deep NNs?

] _ Hessian of a relu NN, input dim = # classes = 500, width = 8,
Evolution of Hessian of 4-layr MLP CE loss +Adam, Gaussian data + random label, sample size = 5000
0 @ ol l(;i

e

1) E’-;); essian =

2) FREMLZITH Hessian = 0.
itz ‘ -
1) £ = Hessian [LE I SF] 0; 0 5 e - leration

[E R TT Hessian {RIFR/)\,

Hessian of a relu NN, input dim = # classes = width = 50,
CE loss + Adam, Gaussian data + random label, sample size = 500

Theoretical Justification?
Ongoing work.

2000 1000 6000 8000 10000

0 2000 4000 6000 8000 &
Iteration




Summary

« Part I: We provide an explanation why Transformer needs Adam, not SGD
« Heterogeneity of block-Hessian-spectra causes SGD to underperform Adam
* Proposed a new algorithm Adam-mini

« Part Il: We prove that why Hessian of NN exhibits near-block-diagonal structure:
* 1-hidden-layer-net, block-diagonal structure arises when # classes C— oo

* Key challenge: Need || %XNANX£| |, but Xy and Ay are dependent
* Math tools: Random Matrix Theory
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Mainly based on:

Zhang, Chen, Ding, L1, Sun*, & Luo; Why Transformers Need Adam: A Hessian Perspective, NeurIPS 2024
Zhang*, Chen*, Li, Ding, Chen, Kingma, Ye, Luo & Sun*; Adam-mini: Use Fewer Learning Rate To Gain More, ICLR 2025
Dong*, Zhang* (Alphabetically ordered), Yao*, Sun*; Towards Quantifying the Hessian Structure of Neural Networks, Preprint

Thanks to all the collaborators!

On the market:
Yushun Zhang




Thank You!

Email BiBF5: sunruoyu@cuhk.edu.cn

Website N A ML ruoyus.github.io

Interested in LLMs, machine learning,
optimization, communications, etc.

il RIRE, HlazF 3. k. BEMNEF

our githublink for
Hessian spectrum calculation

our githublink for Adam-mini
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