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Overview of Story

2014
Born of Adam

Claim: converge

Kingma,Ba. Adam: A method for
stochastic optimization. ICLR 2015.

Cited by ~147k times

2018
“Adam diverges”

2022
“Adam converges”

Shi, Li, Hong, & Sun, RMSprop converges
with proper hyper-parameter. ICLR 2021
spotlight.

Zhang, Chen, Shi, Sun, & Luo, Adam can
converge without any modification on
update rules. NeurlPS 2022 spotlight.

Reddi, Kale, & Kumar, On the convergence
of Adam and beyond. ICLR 2018.

ICLR 2018 best paper




Qur work Is tweeted by Dr. Kingma (an author of Adam)

Dr. Kingma: inventor of Adam and VAE;

co-founder of OpenAl; now a leader of Google Brain

Durk Kingma
g @dpkingma
“Adam can converge without any modification on

pdate rules”
Lo /abs/2208.09632

Proves that (vanilla) Adam is theoretically justified

without any modification. Presented at NeurlPS'22.
BiEEX

arxiv.org

a I. iV Adam Can Converge Without Any Modification On Update ...
Ever since Reddi et al. 2018 pointed out the divergence issue
of Adam, many new variants have been designed to obtain ...

E47:55-2022%F12H3H
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e 32 e e 0

* I’ll need to add this ref to my book!
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Durk Kingma @dpkingma - 12H3H

[E]E @dpkingma

By Yushun Zhang, Congliang Chen, Naichen Shi, Ruoyu Sun, Zhi-Quan Luo.
O 1 ! Q s X

Durk Kingma @dpkingma - 12H3H
Also provides suggestions for tuning hyperparameters betal and beta2.

QO 1 ) QO 12 H

Durk Kingma @dpkingma - 12 H3H

Author handles:

@ericzhang0410

@RuoyuSun_UlI

(Twitter, implement tweet edit furationality please? kthx)

Kevin Patrick Murphy @... - 2022/12/4
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What to expect from this talk?

* Adam: To converge or not? That is a question.

* For practitioners & non-optimizers:
-Story of Adam: born, popularity, convergence
-how to tune hyperparameters of Adam

* For theory researchers:
-different meanings of “algorithm convergences”

-new method to analyze stochastic non-linear dynamic system



Empirical Guidance: Hyperparameter Tuning

* We prove that Adam can converge without ANY modification.

* Hyperparameter tunning:

* First, tune up ,82. Tip for professors:
Then try different ,81 with 181 < /182 If DL experiments failed, one more question:
] ] have you tuned Adam hyperparameters?
* Detailed suggestions: end of talk

(many think Adam is tuning-free)

Total page: 45 5
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Story of Adam: More Complete Version

Pre-Adam Stage:
1840-2010 Development of 15t and 2"? order methods

v

2011-2015 Stage 1: Development Stage: Adagrad, RMSProp, Adam

&~

_ 2018 Theo-Stage 2: Adam does not converge
2015-2022 Emp-St:fnge_ 2: variants: AMSGrad, Adashift, Adabound:
Popularity in Al
* 2022 Theo-Stage 3: Adam can converge
2022-7 Still dominating in chatGPT?

New king?

Total page: 45 9



Pre-Adam Stage: Classical Algorithms
(1840-2010)

* Central i1ssue In (unconstrained) nonlinear optimization:
Information v.s. computation

15t order methods: gradient descent (1847, Cauchy)
Second order methods: Newton method

Quasi-2"9 order methods:
BFGS (1970s), LBFGS (1980s), BB (1980s)



SGD and SGD with Momentum

* Consider mxin f(x) =X fi(x).

n: number of samples (or mini-batches of samples)
x: trainable parameters
* In the k-th iteration: Randomly sample 7, from {1,2, ..., n}

SGD (Stochastic gradient descent): x1 = x, — 1 Vi, (xy)

SGD with momentum (SGDM):
my, = (1 — BVf, (x) + Bimy—y <~ 1% order momentum
Xp41 = X — MMy, {1 lterate update

Total page: 45
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Stage 1: Development of Adam (2011-2015)

2011: Adagrad, JIMLR

Duchi, John, Elad Hazan, and Yoram Singer. "Adaptive subgradient methods for online learning and
stochastic optimization." Journal of machine learning research 12.7 (2011).

2012: RMSProp, Lecture notes

[citation] Lecture 6.5-rmsprop: Divide the gradient by a running average of its
recent magnitude
T Tieleman, G Hinton - COURSERA: Neural networks for machine learning, 2012

Y% Save DY Cite Cited by 6438 Related articles

2015: Adam, ICLR

Kingma,Ba. Adam: A method for stochastic optimization. ICLR 2015.

Total page: 45 12



Adagrad

In 2011, in an intern at Google, to handle language
problems, Duchi proposed Adagrad.

gy — VFZ(Ht), Compute stochastic gradient
t—1 1
Ut = : Vt—1 + th © Gt 2"d order momentum
gt
0111 =0; — , t=0,1,2,...,
t+1 t t\/'U_t+ . lterate update

Duchi, John, Elad Hazan, and Yoram Singer. "Adaptive subgradient methods for online
learning and stochastic optimization." Journal of machine learning research 12.7 (2011).

Total page: 45 13



RMSProp

AdaGrad: it treats all samples equally.
RMSprop: use EMA (exponential moving average) to define vt.

RMSProp: At the t-th iteration, randomly pick + and compute
g = Vszt), then:

vy = Pave-1 + (1= B2)gr 0 ge, {1 2nd order momentum
_ 9 gt
U1 =0 — o v+ e {— Iterate update

PyTorch default: 8, = 0.99,¢ = 1078 (together with a; = 0.01)
Common choice: 35 € {0.9,0.99,0.999}.



Adam

Consider mxin f(x) =X, fi(x) . In the k-th iteration: Randomly sample 7} from {1,2, ...,n}

* Adam (Kingma and Ba’'15):
St
°* my = (1 — ﬁl)Vfrk(Xk) + ﬁlmk—l <:| 15t order momentum

* v = (1 — B)VEg (xg) o Vi (xk) + B2vk—1 <~ 2 order momentum

X1 = Xie = M0 T {1 Iterate update

* f1: Controls the 1st-order momentum my,. Default setting: f; = 0.9

* [,: Controls the 2"9-order momentum vy. Default setting: f, = 0.999

Total page: 45 15



Emp-Stage 2: Popularity in Al

* Adam becomes the most popular algorithms in deep learning
(DL). (147,000 citations, in July 2023)

* Default in LLM (large language models)

optimizer = optim.Adam(net.parameters(), lr=args.lr, betas=(args.betal, args.beta2), eps=1e—08J
weight_decay=args.weightdecay, amsgrad=False)

Empirical fact (sad?): Adam is the choice of chatGPT.
--New algorithms, including Sophie, Lion, cannot beat Adam on 100-billion-parameter models.

Total page: 45
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Misconception on Adam

e well-tuned SGD (with momentum) outperforms Adam

[Wilson et al.’2017] “Marginal values of adaptive gradient methods” claimed:

* Criticism of Adam [Wilson2017] did not stop Adam. Why?
* | asked: who used Adam? Check top papers citing Adam paper.

sook) Deep learning

| Goodfellow, Y Bengio, A Counville, Y Bengio - 2016 - synapse.koreamed.org

Kwang Gi Kim https://doi. org/10.4258/hir. 2016.22. 4.351 ing those who are beginning their
careers in deep learing and artificial intelligence research. The other target audience
consists of software engineers who may not have a background in machine learning or

Yr 99 Cited by 27202 Related articles Al 24 versions &

Transformer, NLP
Attention)s all you need
AVEEWART N Shazeer, N Parmar, J Uszkoreit... - arXiv preprint arXiv ..., 2017 - anxiv.org

The dominant sequence transduction models are based on complex recurrent or
convolutional neural networks in an The

models also connect the encoder and deoodev lhmugh an attention mechanism. We
Yr 99 Cited by 23024 Related articles All 22 versions 9

GAN

Uj ervised representation learning with deep convolutional(generative,
dversarial networl
[

hintala - arXiv preprint arXiv:1511.06434, 2015 - arxiv.org
In recent years, supervised leaming with convolutional networks (CNNs) has seen huge
adoption in computer vision learning with CNNs
has received less attention. In this work we hope to help bridge the gap between the ..

Yr 99 Cited by 9551 Related articles All 2 versions 99

Image-to-image translation with conditional ersarial nef GAN
Plsola, JY Zhu, T Zhou. .. - Proceedings of the IEEE ..., 207 com -+
W networks as a solution to image-to-

e
image translation problems. These networks not only learn the mapping from input image to
output image, but also learn a loss function to train this mapping. This makes it possible to ...
Yr 99 Cited by 9448 Related articles All 15 versions 9>

Unpaired image-to-image translation using cycle-consistent\qdversarial networks,

JY Zhu, T Park, P Isola, AA Efros - Proceedings of the IEEE ..., 2017 - openaccess.
Image-to-image translation is a class of vision and graphics problems where the goal is to
learn the mapping between an input image and an output image using a training set of
aligned image pairs. However, for many tasks, paired training data will not be available. We
Yr 99 Cited by 8857 Related articles All 14 versions 9>

Semi-supervised classification witl'ﬁraph con;; ggonal networks, >
TN Kipf, M Welling - arXiv preprint arXiv:1609.02¢ 16 - andv: o - GNN
We present a scalable approach for {learning on data that
is based on an efficient variant of convolutional neural networks which operala directly on

graphs. We motivate the choice of our convolutional architecture via a localized first-order ...
Yr 99 Cited by 8675 Related articles All 15 versions

NLP; Vision
Show, attend and tell: Neural g aption g ith visual attentior
K Xu, J Ba, R Kiros, K Cho, A Courville. ... - International ..., 2015 - proceedmgs mirpress
Inspired by recent work in machine translation and object detection, we introduce an
attention based model that automatically learns to describe the content of images. We
describe how we can train this model in a deterministic manner using standard
Yr 99 Cited by 7254 Related articles All 28 versions 9

Wasserstefiganerative adversaral networEsPGAN
M Arjovsky, S Chintala, L Bottou Conference of 2017 - proceedings.mir.press.

We introduce a new algorithm named WGAN, an alternative to traditional GAN training. In
this new model, we show that we can improve the stability of learning, get rid of problems
like mode collapse, and provide meaningful learning curves useful for debugging and ..
Yr 99 Citedby 7289 Related articles All 10 versions 9%

5 : NLP
Deep contextualized{ywgrd representation:

ME Peters, M Neumann, M lyyer, M Gardner... - arXiv preprint arXiv ..., 2018 - arxiv.org

We introduce a new type of deep contextualized word representation that models both (1)

complex characteristics of word use (eg, syntax and semantics), and (2) how these uses vary

across linguistic contexts (ie, to model polysemy). Our word vectors are leamed functions of .
99 Cited by 7086 Related articles Al 20 versions 99

{ i einforcement Ieamm g
IP Lillicrap, JJ Hunt, A Pritzel, N Heess, T ETez. -

Continuous control with deep

Reinforcement learning

3 , 2015 - arxiv.org
We adapt the ideas underlying the success of Deop O—Learmng 10 the continuous action
domain. We present an actor-critic, model-free algorithm based on the deterministic policy
gradient that can operate over continuous action spaces. Using the same learning algorithm
Yr 99 Cited by 5994 Related articles All 14 versions 9

2

Total page: 45

10 top cited papers in 2017:
4 GANs,3 NLP,1 RL,1 GNN.

Finding:
people use Adam in GAN, RL, NLP,
etc; notin image classification
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Theo-Stage 2: “Adam does not converge”

Reddi et al.18 (ICLR Best paper):

For any 1,07 s.t. f1 < \/E , there exists a problem such that Adam
diverges

. A B Diverge (Reddi et al’18)
52 \\
0 b1

Total page: 45




Implication on“convergence issue’

ICLR'18 paper reader’'s comment: o
“My claim is that...for any problem, a

-1 Is the problem with Adam, or with the theoretical properly tuned-Adam will conve rge at least
framework used to analyse it? I SGD and sianSGD”
Jeremy Bernstein as well as ana sl g n

26 Apr 2018 (modified: 26 Apr 2018)  ICLR 2018 Conference Paper807 Public

ICLR’18 paper authors reply:

-1 TL;DR : Its with the algorithm ¢
ICLR 2018 Conference Paper807 Authors
01Jun 2018 ICLR 2018 Conference Paper807 Official Comment  Readers:

@ Everyone Our paper shows that the algorithm defined in
Comment: Dear Jeremy, the Adam paper has convergence issues.

Thank you for your interest in the paper.

To answer your question "Is the problem with Adam ....?" : Our paper shows that the algorithm defined in the
Adam paper (https://arxiv.org/pdf/1412.6980.pdf, Algorithm 1) (including one with decreasing step size
alpha) has convergence issues. Specifically, for any setting of the Adam parameters (beta_1, beta_2,
minibatch size, epsilon, etc) there is a convex optimization setting where Adam will not converge to the
optimal solution, even if decreasing learning rates are used. This is in contrast to algorithms like SGD which,
with decreasing learning rates, is guaranteed to converge.

Total page: 45 19



To Overcome Divergence, -

* Modify Adam

* AMSGrad, AdaFom [Reddi etal.’18, Chen et al.”18]: kKeep Vj, = Vj_q
B Slow convergence [Zhou et al.” 18]

* AdaBound [Luo etal.’ 19]: Impose constraint: v, € [C}, C}]
B Need to tune two extra hyperparameters

However, vanilla Adam works well for most practical applications!

Total page: 45
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Comparison: Adam vs Its variants

AMSGrad 1,843
Nadam 1,339
1,047

RAdam

AdaBound 479
AdaFom 217
AdaShift |45

0 500 1000 1500 2000
Citation

* *Disclaimer: contribution is not proportional to citation.
But citation might reflect the popularity among practitioners.

Total page: 45 22



However, Adam remains overwhelmingly popular

Adam 114,399
AMSGrad | 1,843
Nadam [|1,339
RAdam 1,047
AdaBound 479
AdaFom 217
AdaShift

0 30000 60000 90000 120000
Citation

* The attention Adam received Is astonishing!
* Partially because many variants bring new issues (e.g., slow)



Why Is divergence not observed?

* Reddi et al. 18 consider mxin f(x) =X fi(x)

Proof(Reddi et al. 18):

For any fixed B4, B> s.t. B1 < /B>, we can find an n to
construct the divergence example f(x)

* An important (but often ignored) feature: Reddi et al. fix f1, B> before
picking the problem (change n according to £, 5> )

* While In practice, parameters are often problem-dependent
(e.g. tuning Ir for GD)

* Conjecture: Adam might converge for fixed problem (or fixed n)



Divergence theory does not match practice

Observation: the reported (B4, f2) actually satisfy divergence condition f; < \/E |

B Diverge (Reddi et al’18)

* Most deep learning tasks
(e.g. RL, NLP, CV, GAN, etc.):
f1 =096, =0.999

' "1, DCGAN, et
B2 Is there any gap between theory and practlce’? 999 o

Why is the divergence not observed?
@® First-order GAN, MSG-GAN:

NS L= 0,5, = 0999

0 /B]. y Total page: 45 25

_uage models (e.g. GPT-3)
¥ 5, =094, =095




A simple illustration

blem class with n4

For fixed f4, B2, can fin\q n4 to construct %ounter—example

D

ith this (1, b2 converges on functions with other n,

lem class with n,

Question: Does Adam converge for fixed problem class (fixed n)?

26
Total page: 45
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Assumptions

* Consider mxin f(x) =YY" fi(x)
* Al (L-smooth): assume Vf;(x) are L-Lipschitz continuous.

+ A2 (Affine Variance): - X7, || Vf; (%) —+ X7, Vi(x) 13 < Dy | VA)|13 + Do
A2 is quite general:
* When D; = 0, A2 becomes bounded variance, commonly used in SGD analysis
--A2 allows D; > 0 and thus it is weaker than bounded variance.
* When Dy = 0, A2 becomes Strong Growth Condition (SGC)” [Vaswani et al., 19]
- - Intuition: When || Vf(x)||=0 = we have || Vf;(x)||=0.
-- SGC holds for overparametrized networks (Vaswani et al.19)

* We do NOT need the following assumptions, which are common in the literature
»Ad-(bounded2°-order-momentum)—vef6-Cxt
. ) EY)

* To our knowledge, A1+ A2 are the mildest assumption set so far.
Total page: 45 29



Convergence results for large -

* Theorem 1: Consider the previous setting.

When f, =1 -0 (n Bl) and 1 < \/> < 1, Adam with stepsize n, = ﬁ converges to the
neighborhood of stationary points:

log T
min, Ell 9/ Ce) 13 = 0 (= + (1~ 2)Do).

RK: When Dy = 0 (e.g., for overparameterized models): Adam converges to stationary points

B Converge (ours)

I

We identify a safe region! (UNKNOWN BEFORE!)

B2

Total page: 45 31



Remark: Convergence to neighborhood

* When Dy > 0: converges to a neighborhood of stationary points with
size O((1 — B2)Dy). (ak.a. “ambiguity zone").

* This 1Is common for
--constant-step SGD [Yan et al., 2018; Yu et al., 2019]
--diminishing-Ir adaptive gradient methods [Zaheer et al., 2018; Shi et al., 2020]:

X =X Tk m
k+1 — Xk — k
\/Vk

Intuition: Although 7, 1s diminishing, — \/_ may not decrease.

Total page: 45 32



Remark: Convergence to neighborhood.

Gradient norm

Left: An example with Dg > 0

0.0200

0.0175 4

0.0150 A

0.0125 A

0.0100 A

0.0075 4

0.0050 4

0.0025 4

0.0000

Setting: Adam & SGD with Ir ng =

—— Adam with beta2=0.999
~—— Adam with beta2=0.997
—— Adam with beta2=0.995
-~ Adam with beta2=0.993

- SGD
0.0 0.2 0.4 0.6 0.8 1.0
Epoch le8

Right: An example with Dy = 0

3.0
—— [0,0.999]

[0.1,0.999]

2.5 —— [0.3,0.999]

—— [0.5,0.999]

—— [0.7,0.999]

2.0 —— [0.9,0.999]

gradient norm
=
8]

1.0

0.5 A

0-0 T T T T T Ll - T T
0 20000 40000 60000 80000 100000 120000 140000

iterations

1
Vk

Total page: 45 33



How does Adam behave In the rest of the region?

* When B, is large: we have shown a positive result.

M Converge (ours)

B Diverge (ours)
4 2

TS

B2

V4
,
4
4
4
4
L4
’
’
(d
.////

B 1

>

* When B, is small: we will show that Adam can still diverge! (even if the
problem class is fixed)

Total page: 45



Divergence can happen when [, Is small

* Thm 2: For any fixed n, there exists a function f (x) satisfying A1 and A2, s.t.
when (B4, f2) are chosen in the orange region (size depends on 1), s.t.
Adam'’s Iterates and function values diverge to infinity

* The region is precisely drawn (plotted by solving some analytic conditions)

* region enlarges with n

bbbbb

(dn=10

Total page: 45 35



Some remarks on the divergence theorem

* Remark 2: For Adam, It Is iImportant to remove the bounded
gradient assumption (|| Vf(x)|| < C ) !l

* [n practice, the gradient of iterates can be unbounded.

0000000000000000000000000
iterations

(d) n =20

Total page: 45
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Implication to practitioners

Case study: Bob is using Adam to train NNs. However, Adam with default
hyperparameter fails in his tasks.

Bob heard there is a well-known result that Adam can diverge.

So he wonders: shall | keep tuning hyperparameter to make it work?

Or shall | just give up and switch to other algorithms like AdaBound (which has 2
extra hyperparameters)?

Our suggestions:
1. Adam is still a theoretically justified algorithm. Please use it confidently!

2. Suggestions for hyperparameter tunning:
In one sentence: First, tune up B,. Then, try different f; with f; < \/E

Total page: 45 38
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Intuition behind convergence and divergence

Adam: xt*

=
N

R
N

”‘IIIIIIIIIIII ”

p—

S

1

At mg
= X —ntrvt

E(

— V()

—

Converge

Diverge
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Proof Ideas for Convergence Analysis: An Overview

(1=BVfr, (k) +B1Mk—1

>0
\/<1—ﬁz>‘7ffk(xk)onTk<xk>+ﬁzvk_1

Want to show: [E <\7f(xk),\T/nTik> =[E <|7f(xk),

Want to prove: E(g, m/u) > 0, where u = /v.
Major challenge 1: Random u appears in the denominator, may blow up.

Major challenge 2: momentum m contains history information.

Solution Step 1 (Special case of m = g, or f1 = 0, i.e. RMSProp)
Prove E(g, g/u) > constant. [Shi et al.'’2021]

Solution Step 2 (general m, true Adam):
Prove E(g, m/u) = E(g, g/u)
i.e. E(g,(g —m)/u) =0 Step 2.1: E(g — m) = 0.
i.e. E(g —m, g/u) ~ 0 =—) Step 2.2: E(g — m, g/u) = 0.

41 Total page: 45



Proof Ideas for Convergence Analysis: An Overview

(1=BV Sz, (k) +B1Mk—1

>0
\/<1—ﬁz>Vka(xk)onTk<xk)+ﬁzvk_1

. me\ _
Want to show: IE<\7f(xk),M>

Challenge 1: m; contains heavy history Challenge 2: v, brings non-linear perturbation.

Key Ideas: Establishid a new property of Adam’ s momentum under randovm permutations.

Step 1: Show the periodical property of momentum =» | Step 2: Control the perturbation when B, is large

Lemma 5.2. (Informal) Under Assumption [2.1|and [2.2] consider Algorithm[I\with large 32 and

Lemma 5.1, (Informal) Consider Algorlthm Foreveryo € o] andany B, € [0,1), we haveiihe B1 < \/Ba. For those | with gradient component larger than certain threshold, we have:

following result under Assumption[2.1]

n—1 1 Ouf (zk,0) _ Ouf(Te-1,0)| _ o (i) ' »
0(p1) == IEZ (Mmi ki — Oufry , (Th,0)) = O (ﬁ) , o V=T 7))
; i=0 ) E O f(zk,0) nil(mz ki — Oifr, ;(ZK0)) | =O (i) . 6)
where O, f (z1,0) is the I-th component of V f(k,0); mu ki = (1 = B1)8ufr, , (@k,5) + Brmik,i-1. Ve =thh ki \ Tk, N

42 Total page: 45



Tackling Challenge 1. m;, contains heavy history

Want To Show:E(g —m ) = E(Vf(x) —my) = 0

What is the math problem here? Estimate difference of two sum’s.

Understanding Step (i): Batch case
g = gradient of f(x) == XI; fi(x) isasum.
m = weighted average of past gradients = double sum (weighted average of sum’s)

Understanding Step (ii): Stochastic case
g = gradient of f(x) = X; i g fi(x) is a (partial) sum.
m = weighted average of past gradients = double sum (weighted average of sum’s)

Total page: 45

43



Tackling Challenge 1. m;, contains heavy history

 Want To Show: E(Vf(xy) —my) = 0
* Solution: we construct a simple model as follows.

* Color-ball of the 15t kind: consider a box contains two balls labeled ¢g and ¢;.
In each round (epoch), we randomly sample balls from the box without replacement,
then we put them both back.

We denote the 1st sampled label in the k-th epoch as a, and the 2nd sampled one as by.

* We define the following quantities:

mq =ék + 5&134-\,82()](;_1 + BBCLk—L_‘_' . +\B2(k—1)b1 +52(k_1)+1a1j

mi k mi,k—1 mi 1

1 2 2(k—1)—1 2(k—1 ;

mo = _ CL]E-I-,B bp—1+ B ak_£+---+§( ) bl-l—ﬁ( )aL,
mo,k m(;;—1 mi1

Total page: 45
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Tackling Challenge 1. m;, contains heavy history

 Want To Show: E(Vf(xy) —my) = 0
* Solution: we construct a simple model as follows.
* Color-ball of the 15t kind: We further define the following quantities:

fisa(l+B8+82+83- 4 201 4 g2y,
fi,k fi,e—1 frl

fo=co(l+B+8>+p%---+ g2V +52<’“ UL,

fo,k fo,k—1 Surprising point:
No low-order terms!

Lemma A.l. In the color-ball model of the 1st kind, we have

—| g2 (k- 1)+1 Cl) l

2 Due to random permutation.

Total page: 45 45
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Our theory Is consistent with experiments

Optin Optimization error ¢ ©MOOth boundaries j,,

(a) Function (2) (b) MNIST (c) CIFAR-10

Total page: 45
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Recipe for Adam hyperparameter-tuning

AdaShift? AdaBound?

Char?e algorithm?

Adam with defaL'JIt setting

No need!

(81, B2) = (0.9, 0.999) fails
In your task

Adam with default setting

(81, B2) = (0.9, 0.999)
works in your task, but

want better performance

Tune up Ss. 1

" Try 0.9995, 0.9999, 0.99995, etc

Try 0.995, 0.99, 0.95, etc

Total page: 45

B2

1.‘, Il Diverge (ours)

[ Converge (ours)

TN

4
4
4
4
;
4
;
4
-’
/
./

B1 1
rk better?

Qes not wo

Try 0.7,

Try smaller B;.

0.5,0.3, 0.1, etc

l Anot work better?
Tune down B5.

o4



Summary: the behavior of Adam changes
dramatically under different hyperparameters

M Converge (ours)

1* I Diverge (ours)

IS

When increasing f>:
There is a phase transition from divergence to convergence.

b
1
Hyperparameters Adam’s behavior
Vf(x) under Al and A2 with B, is large and B; < \/’3_2 Converges to stationary points (Ours)
DO == 0
Vf(x) under A1 and A2 with B, is large and By < /B> Converges to the neighborhood of
Dy >0 stationary points (Ours)
3 f(x) under Al and A2 p- is small and a wide range Diverges to infinity (Ours)
of ﬁl

Total page: 45 55



Mainly based on:

« Shi, Li, Hong, & Sun, RMSprop converges with proper hyper-parameter. ICLR 2021 spotlight.

« Zhang, Chen, Shi, Sun, & Luo, Adam can converge without any modification on update
rules. NeurlPS 2022 spotlight.

Thanks to all the collaborators!
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References on Deep Learning Optimization

For a big picture on neural network optimization, see:

* Book in preparation:
R. Sun, “Lectures on deep learning optimization”, in preparation. To be published by
Springer Nature.

Surveys:

e [S1] R. Sun, D. Lij, S. Liang, T. Ding, R. Srikant, “The Global landscape of neural networks:
An overview.” IEEE Signal Processing Magazine, 2020

* [S2] R. Sun, “Optimization for deeﬁ_learning:_ an overview.” (survey paper). Journal of
Operations Research Society of China, Special Issue on “Continuous Optimization: Past,

Present and Future” (invited). 2020.
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Website M A ML ruoyus.github.io

Interested in discussing chatGPT, machine learning,
optimization, communications, etc.

¢l ChatGPT. #lss%>. k. BE


mailto:sunruoyu@cuhk.edu.cn
mailto:ruoyus.github.io

